
Appendix: Review of the Existing Statistics for Detecting Aberrant Answer

Changes

Review of the Statistics Based on the Kullback-Leibler divergence

Belov (2015) suggested four statistics based on the Kullback-Leibler divergence (KLD) to

detect aberrant ACs. These statistics are designed to be large when the posterior

distribution of the examinee ability based on C is far from that based on C. To compute

the statistics based on the KLD, one first computes a discrete approximation of the

posterior distribution of the examinee ability given the scores on the items in C over J

equispaced values θ1 = 5, θ2, θ3, · · · , θJ = −5 under the assumption that the prior

distribution is uniform. The probability mass function (pmf) of the discrete approximation

of the posterior distribution at θj given the scores on the items in C is given by

p(θj|yC) =

∏
i∈C Pi(yi|θj)∑J

k=1

∏
i∈C Pi(yi|θk)

, j = 1, 2, · · · , J · (5)

Similarly, the pmf of the discrete approximation of the posterior distribution of the

examinee ability at θj given the scores on the items in C is given by

p(θj|yC) =

∏
i∈C Pi(yi|θj)∑J

k=1

∏
i∈C Pi(yi|θk)

, j = 1, 2, · · · , J · (6)

The KLD between p(θj|yC) and p(θj|yC) is then computed as

D =
J∑

j=1

p(θj|yC) loge

p(θj|yC)
p(θj|yC)

· (7)

The statistic D, henceforth referred to as the D-index, is set to zero if either C or C is equal

to the set of all items on the test.

The statistic D essentially is a weighted average of the distance/divergence between the

two aforementioned posterior distributions and is expected to be large in the presence of

test tampering in which case the two posterior distributions would be far from each other.

For D to have a known null distribution, the posterior variances of the ability (or

information) for the two subtests C and C have to be roughly equal (Belov, 2015), which

usually happens when the two subtests are roughly of equal length. However, researchers
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such as Primoli, Liassou, Bishop, and Nhouyvanisvong (2011) and Wollack et al. (2015)

reported that ACs are found on about 2% items on average in practice, which implies that

C would usually be much smaller than C. Hence D rarely has a known null distribution in

practice. Therefore, Belov (2015) suggested three more statistics, D1, D2, and D3, all based

on the KLD, which are computed using C and C̆ where C̆ is a subset of C so that the

posterior variance based on C̆ is roughly equal to that based on C. Belov (2015) showed

that each of D1, D2, and D3 follows a χ2
1 distribution 4 under the null hypothesis of no

aberrant ACs. However, because a large subset of C is ignored in the computation of D1,

D2, and D3, these three statistics are much less powerful than the D-index. A problem

with D, D1, D2, and D3 is that they will be large even for an examinee who performed

much better on C than C and hence would incorrectly flag a non-aberrant examinee. This

problem is the same as that described in Sinharay (2017a) for the h statistic (that is very

similar to the D statistic) for detecting item preknowledge.

Review of the Erasure Detection Index

The EDI (Wollack et al., 2015) is designed to be large when the raw score of an examinee

on C is considerably larger than what is expected from the examinee’s performance on C.

Let E and σ respectively denote the expected value and standard deviation (SD) of W

given the ability parameter. That is,

E =
∑
i∈C

Pi(1|θ) and σ =

√∑
i∈C

Pi(1|θ)[1− Pi(1|θ)]· (8)

In practice, θ is unknown. Wollack et al. (2015) recommended estimating θ based on the

scores on the items in C. Let us denote this estimate as θ̂C. The estimated mean and SD,

denoted respectively by Ê and σ̂, are obtained by replacing θ by θ̂C in Equation 8.

The EDI is then defined as

EDI =
W − Ê + c

σ̂
· (9)

4the χ2
1 distribution refers to the χ2 distribution with one degree of freedom
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The quantity c, which represents a continuity correction, was assumed to be equal to 0 or

-0.5 in Wollack et al. (2015) who assumed that the EDI follows the standard normal

distribution under the null hypothesis of no aberrant ACs. Thus, the null hypothesis is

rejected and an examinee is flagged for aberrant ACs if the examinee’s EDI is a large

positive number.

Wollack et al. (2015) found the EDI with c = 0, that is, without a continuity correction, to

have inflated Type I error rate in several simulation cases, especially at small significance

levels and for examinees with low ability levels. Wollack et al. (2015) showed that when

c = −0.5, that is, when a continuity correction is used, the Type I error rate of the EDI is

not inflated. Therefore, in the remaining of this paper, the EDI with c = −0.5 is used.

Review of the Signed Version of the D Statistic

Cubbellotti and Belov (2015) suggested, to detect aberrant ACs, the statistic

D∗ =

 D if θ̃C ≥ θ̃C,

0 if θ̃C < θ̃C,
(10)

where θ̃C and θ̃C respectively are the posterior means of θ based on C and C, respectively

and can be approximated by
∑J

j=1 θjp(θj|yC) and
∑J

j=1 θjp(θj|yC), respectively. The D∗

statistic has the advantage over the statistics of Belov (2015) that the former only flags

those with better performance on C unlike the latters. However, D∗ does not have a known

null distribution.

Review of the Posterior Shift Statistic

Belov (2016a) suggested the posterior shift statistic (PSS) to detect test collusion including

aberrant ACs. Let ∆ denote the difference between two successive values of the ability;

that is, ∆ = θ1 − θ2. Then, given the definitions in Equations 5 and 6, one finds the integer

k such that p(θj|yC) ≥ p(θj|yC), j = 1, 2, · · · , k. If p(θ1|yC) < p(θ1|yC) or

p(θ1|yC) = p(θ1|yC) for j = 1, 2, · · · , k, then k is set equal to 0. Finally, the PSS for the
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examinee is computed as

PSS = ∆
k∑

j=1

[p(θj|yC)− p(θj|yC)] · (11)

The PSS is set to 0 if k = 0. The PSS is expected to be large for an examinee with some

aberrant ACs. The null distribution of the PSS is unknown and was found using

simulations by Belov (2016a).

Review of the Optimal person-fit Index

Drasgow et al. (1996) suggested an optimal person-fit index that is essentially a likelihood

ratio statistic to detect cheating on a known subset of items; the index is a special case of

the likelihood ratio statistics for optimal appropriateness measurement (Levine & Drasgow,

1988). The optimal index (OI) can be applied to detect aberrant ACs by treating C as the

known subset of items on which to detect cheating, and is computed as

OI =

∑J
j=1 f(θj)

∏
i∈C Pi(yi|θj)

∏
i∈C 0.95yi0.05(1−yi)∑J

j=1 f(θj)
∏N

i=1 Pi(yi|θj)
, (12)

where f(θj) is the probability density for the standard normal distribution. The statistic

based on Neyman-Pearson Lemma of Belov (2016a) is equivalent to the OI, as

demonstrated by Sinharay (2017b). The null distribution of the OI is unknown and was

found using simulations by Belov (2016a).

The WTR Count as a Test Statistic

Belov (2015) showed that W , which is a popular choice in practice (e.g., Data Recognition

Corporation, 2009; McClintock, 2015), is much less powerful than D—so W is not

considered as a test statistic in the remainder of this paper.
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