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A Review of the Literature on Missing Data

While reviews of the literature on missing data analysis in general were performed by,

for example, Graham (2009), Graham (2012), Schafer (1997), Schafer and Graham (2002),

Sinharay et al. (2001), and Vriens and Sinharay (2006), researchers in educational or

psychological measurement have considered various research problems regarding missing

values or missing scores.

Finch (2008) compared several missing-data imputation approaches in an attempt to

examine which of them led to the most accurate estimation of IRT item parameters like

difficulty and discrimination in a simulation study. He focused on dichotomous IRT models

and found a multiple imputation (MI) approach (Rubin, 1987, p. 2) to mostly lead to the

most accurate estimates of IRT item parameters.

Sulis and Porcu (2017) compared several missing-data imputation approaches with

respect to their accuracy in estimating parameters of polytomous IRT models in a

simulation study. Their study can be considered an extension of that of Finch (2008). Sulis

and Porcu (2017) found a variation of the MI approach (Rubin, 1987, p. 2) that they

suggested to lead to the most accurate estimates.

Sijtsma and van der Ark (2003) suggested a test for assessing whether missing data is

missing completely at random. They also compared several missing-data imputation

approaches with respect to their accuracy in estimating the coefficient α, Mokken’s

scalability coefficient H, and two goodness-of-fit statistics for the Rasch model in a

simulation study. The response-function approach suggested by them performed the best.

De Ayala et al. (2001) examined how data missing due to examinees omitting

responses affect common IRT ability parameter estimates such as maximum likelihood

estimate and the posterior mean of ability for dichotomous IRT models in a simulation

study. They also examined whether the omitted responses should be treated as incorrect

responses and concluded that they should not be treated as incorrect responses. Shin
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(2009) examined how data missing due to examinees omitting responses should be handled

in IRT equating and concluded that such responses should be treated as not administered

items rather than incorrect responses.

Xiao and Bulut (2020) compared several missing-data imputation approaches with

respect to their accuracy in estimating the ability parameters of dichotomous IRT models

in a simulation study; they found the full-information likelihood method (that involves the

computation of the maximum likelihood estimate of an examinee’s ability based on the

examinee’s non-missing item scores) to lead to the most accurate ability estimates.

Huisman and Molenaar (2001) compared several missing-data imputation approaches

for imputation of the total/raw score in psychology tests in a study based on data from

psychology tests and simulated data; they found an approach based on the Rasch model to

lead to the most accurate imputation of total score.

Smits et al. (2002) compared several missing-data imputation approaches with respect

to their accuracy in imputation of grade point averages in the (commonly seen) presence of

missing grades on several courses; they found the MI approach (Rubin, 1987, p. 2) and the

stochastic regression imputation approach (e.g., Little & Rubin, 2002, p. 60) to mostly

lead to the most accurate imputation.

Cetin-Berber, Sari, and Huggins-Manley (2019) compared several missing-data

imputation approaches with respect to their accuracy in estimating the examinee ability in

computerized adaptive multistage testing using simulations; they found the aforementioned

full-information likelihood method to lead to the most accurate estimation of the examinee

ability.

Kohler, Pohl, and Carstensen (2017) investigated how different treatments of item

non-response affect relevant outcome measures of educational assessments such as

estimates of coefficients of a linear regression of examinee ability on explanatory variables

such as gender and socioeconomic status. They concluded that treating item non-responses

as incorrect answers leads to inaccurate estimates and model-based approaches and

treatment of item non-responses as not administered leads to accurate estimates.

Holman and Glas (2005), Glas and Pimentel (2008), Sulis and Porcu (2017), and Rose
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et al. (2017) suggested various advanced IRT models for modeling omitted and not-reached

responses.
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Regression Tree

A regression tree (e.g., Breiman et al., 1984) is a non-parametric regression method in

which the prediction formula for predicting the response from the predictors is not

explicitly stated and no assumptions are made about the distribution of the variables (e.g.,

Strobl, 2013). In an application of a regression tree, the observations in the data are

repeatedly split into two subsets so that the values of the response variable are as similar

as possible for all observations within each subset, or equivalently, as different as possible

between subsets. For example, Figure S1 shows a regression tree for predicting the score on

Item 6 from the other items for the data set from Test A. The tree was drawn using the R

package rpart.plot (Milborrow, 2016).
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Figure S1: A Regression Tree For Predicting the Score on Item 6 from the Scores on Other
Items.

In the figure, the item scores are denoted as “Item5”, “Item7” etc. The numbers 2.4

(top) and 100% (bottom) inside the box at the top communicate that the average score on

Item 6 is 2.4 for the whole sample that constitute 100% of the data set. In the first step,
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the data set was split into two subsets, one subset including the examinees who scored less

than 2 on Item 8 constituting the branch on the left and another subset including the

examinees who scored at least 2 Item 8 constituting the branch on the right. It was found

that among all the items, the score on Item 8 had the largest correlation coefficient (of

0.31; the correlation of the score on Item 6 with that on the other items range between 0.17

and 0.28) with those on Item 6. The numbers 2.1 (top) and 28% (bottom) inside the box

on the left branch communicate that the average score on Item 6 is 2.1 for those

constituting the left branch that constitutes 28% of the data set. The right branch includes

72% of the examinees in the data set and their average score on Item 6 is 2.5. The

examinees belonging to the left branch of the tree are further split into two subsets, one

including the examinees who scored less than 3 on Item 7 (to the left) and the other

including those who scored at least 3 on Item 7 (to the right). The examinees scoring at

least 2 on Item 8 were similarly split into two subsets based on whether they scored less

than 3 on Item 5. And so on and so forth.

At each step during the construction of a regression tree, all possible splits on the

basis of all possible predictor variables are considered. Possible splits are evaluated in

terms of an impurity measure that measures the dissimilarity of the response variable

among the observations belonging to each subset (e.g., Hastie et al., 2009, pp. 307-309).

For regression problems like the one here, the variance of the response variable for a subset

(also referred to as the residual sum of squares) is typically used as the impurity measure.

The best split is the one that produces the largest difference between the impurity

measure of the original set and the sum of the impurity measures in the two potential

subsets, or, equivalently, minimizes the sum of the impurity measures in the two potential

subsets. For example, if the responses of the 100 individuals belonging to a sample are

integers between 1 to 100 in a regression problem, the best possible split (that would occur

only if there is a predictor that predicts the response perfectly) would divide the sample

into two subsets with individuals whose responses are 1 to 50 and another with individuals

whose responses are 51 to 100. Thus, for example, the first split in Figure S1, which divides

the examinees based on the scores on Item 8 (that is the most correlated with Item 6),
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makes sense. Typically, the predictor variable that is used in a split is the one that predicts

the response the best and hence can separate the small responses from the large responses

in the original set. For each split, the original set of observations is referred to as the

parent node and the two subsets as the left and right child nodes. The node-splitting

process continues until some stopping criterion, which is a rule that specifies when the

process would stop, is reached. Examples of stopping criteria are stopping when the

number of observations left in a node is smaller than a predetermined value and stopping

when further splits would not reduce the impurity measure much (e.g., Strobl, 2013). In

the final tree, the nodes without a child are called terminal nodes. The tree in Figure S1

includes six terminal nodes that divide the examinees into six groups with average scores

between 1.7 and 2.7 on Item 6.

To obtain the predicted value of the response of an individual from the final fitted

tree, one first determines the terminal node that corresponds to the predictors of the

individual. Then the predicted value for the individual is obtained as the average of the

responses of the individuals belonging to that terminal node (note that these averages are

shown in the top line of the boxes in Figure S1). For example, the first terminal node from

the left of Figure S1 implies that the predicted score on Item 6 for an examinee who

received less than 2 on Item 8, less than 3 on Item 7, and less than 3 on Item 13 and any

combination of scores on the other items is 1.7.
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