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ABSTRACT

This contribution summarizes a methodology for simu-
lation optimization assuming some simulation inputs are
uncertain. This methodology integrates Taguchi’s world-
view (distinguishing between decision and environmental
inputs), metamodeling (either Response Surface Methodol-
ogy or Kriging), and mathematical programming. Instead
of Taguchi’s statistical designs, this contribution uses Latin
Hypercube Sampling for the environmental inputs. Mathe-
matical programming is used to estimate the decision inputs
that minimize the mean output, subject to a threshold for the
standard deviation of the simulation output. Changing that
threshold gives the estimated Pareto frontier. Confidence re-
gions for the Pareto-optimal solution based on that frontier
can be estimated through bootstrapping. This methodol-
ogy is illustrated through Economic Order Quantity (EOQ)
simulations.

1 INTRODUCTION

The major purpose of this contribution is to present a method-
ology for robust simulation-optimization. Simulation itself
is much applied in Operations Research and Management
Science (ORMS). The goal of these simulations is often the
optimization of the real system being simulated (another
goal is sensitivity analysis, which often precedes optimiza-
tion; see Kleijnen (2009)). The resulting problem domain
is called simulation optimization; this domain includes a
variety of methodologies (see Fu (2007)). Unfortunately,
these methodologies ignore the fact that in practice, some

input values of the given simulation model are uncertain,
so the optimum solution that is derived—ignoring these
uncertainties—may be completely wrong! We therefore
derive a methodology that integrates

1. Taguchi’s worldview
2. Design of Experiments (DoE) and metamodeling
3. Mathematical programming.

2 TAGUCHI’S WORLDVIEW

Taguchi (1987) distinguishes between two types of factors
(inputs):

• Decision (or control) factors, denoted by (say) d j
( j = 1, . . . ,k)

• Environmental (or noise) factors, eg (g = 1, . . . ,c).

By definition, the decision factors are under the control
of the users; e.g., in inventory management, the Order
Quantity (OQ) is controllable. The environmental factors are
not controlled by those users; e.g., in inventory management
the demand rate may not be controllable. Taguchi assumes
a single output (response) w, and focuses on its mean
E(w) = μw and variance var(w) = σ2

w.
The Taguchian worldview has been very

successful in production engineering; see
<en.wikipedia.org/wiki/Genichi Taguchi>.
Nevertheless, statisticians have criticized Taguchi’s statis-
tical techniques; see the panel discussion reported by Nair
et al. (1992). We agree with this criticism. Moreover,
Taguchi focuses on real-life experiments, whereas we
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focus on simulation experiments. The latter experiments
enable the exploration of many values per input and many
combinations of these values; also see Kleijnen et al.
(2005). Risk and uncertainty analyses of simulation models
often use Latin Hypercube Sampling (LHS); see Kleijnen
(2008) for a discussion including references and websites.
In their robust simulation-optimization, Dellino, Kleijnen,
and Meloni (2009) also use LHS to select the (say) ne
combinations of the environmental factor values.

Moreover, we do not use Taguchi’s scalar loss function
such as the signal-to-noise or mean-to-variance ratio, which
are discussed by Park et al. (2006) and Wu and Hamada
(2000). Instead, we allow the random simulation output
w to have a statistical distribution characterized through
its mean μw and standard deviation σw. To solve the re-
sulting problem, we estimate the Pareto-optimal efficiency
frontier—briefly called the Pareto frontier—using DoE and
metamodeling, and mathematical programming—as we ex-
plain now.

3 DOE AND METAMODELING

Myers and Montgomery (2002) combine Taguchi’s world-
view with Response Surface Methodology (RSM). A ‘re-
sponse surface’ is also called a ‘metamodel’ in simulation; by
definition, a metamodel approximates the true Input/Output
(I/O) function implied by the underlying simulation model
(see Kleijnen (2008)). RSM proceeds stepwise (multi-
stage); i.e., it consists of a sequence of first-order polynomial
metamodels to search for the maximum (or minimum), us-
ing steepest ascent; it ends with a second-order polynomial
to estimate the maximum (or saddle point). Originally, Box
and Wilson (1951) developed RSM for ‘classic’ optimiza-
tion of real-life systems; i.e., they ignored environmental
uncertainty. RSM has already built a track record in the real
(nonsimulated) world; see Myers et al. (1989) and again
Myers and Montgomery (2002).

Dellino, Kleijnen, and Meloni (2009) adapt Myers and
Montgomery’s robust variant of RSM, and account for the
particularities of simulation-optimization; e.g., they use LHS
for the environmental variables besides the classic Central
Composite Design (CCD) for the decision variables. Like
Myers and Montgomery, they assume

• a second-order polynomial with first-order effects
βββ and second-order effects B for the decision factors
d;

• a first-order polynomial with effects γγγ for the en-
vironmental factors e;

• decision-by-environmental two-factor interactions
ΔΔΔ,

which results in the low-order polynomial metamodel (which
is a regression model linear in its parameters, not its vari-

ables)

y = β0 +βββ ′
d+d′Bd+ γγγ ′e+d′ΔΔΔe+ ε (1)

where ε denotes the residual with E(ε) = 0 and constant
variance σ 2

ε , βββ = (β1, . . . ,βk)′, d = (d1, . . . ,dk)′, B denotes
the k× k symmetric matrix with main-diagonal elements
β j; j and off-diagonal elements β j; j′/2, γγγ = (γ1, . . . ,γc)′, e =
(e1, . . . ,ec)′, and ΔΔΔ = (δ j;g).

Metamodel (1) and E(e) = 0 imply the regression pre-
dictor for the true mean E(w)

E(y) = β0 +βββ ′
d+d′Bd+ γγγ ′E(e)+d′ΔΔΔE(e). (2)

Furthermore, metamodel (1) implies the regression predictor
for the true variance var(w)

var(y) = (γγγ ′ +d′ΔΔΔ)))ΩΩΩe(γγγ +ΔΔΔ′d)+σ2
ε = l′ΩΩΩel+σ2

ε (3)

where l = (γγγ + ΔΔΔ′d) = (∂y/∂e1, . . . ,∂y/∂ec)′; i.e., l is the
gradient with respect to the environmental factors. So,
the larger the gradient’s components are, the larger the
predicted variance of the simulation output is. Furthermore,
if ΔΔΔ = 0 (no decision-by-environmental interactions), then
var(y) cannot be controlled through the decision variables
d. Notice the difference between the predicted variance,
var(y), and the variance of the predictor, var(ŷ) where the
predictor ŷ follows from (1):

ŷ = β̂0 + β̂ββ
′
d+d′B̂d+ γ̂γγ ′e+d′Δ̂ΔΔe .

Besides the polynomial metamodel, Dellino et al.
(2009) consider Kriging metamodels. Kriging provides
more flexible metamodels than low-order polynomials do;
i.e., Kriging is better suited to global instead of local fitting.
The simple metamodel (1) implies the variance predictor
(3); the Kriging metamodel, however, has no such analogue.
Therefore Dellino et al. (2009) estimate the response vari-
ance σ2

w from the crossed design (which is popular in the
Taguchian approach), which combines the (say) nd combi-
nations of the decision variables and the ne combinations
of the environmental variables to compute

s2(wi) =

ne
∑
j=1

(wi; j −wi)2

ne −1
with i = 1, . . . ,nd .

where wi =
ne
∑
j=1

wi; j/ne. Using the nd corresponding esti-

mated standard deviations s(wi), they fit a Kriging meta-
model for s(w), besides the Kriging model for the estimated
mean w̄.
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Figure 1: Kriging metamodels of expected cost and standard deviation of cost, and analytical cost and standard deviation.

4 MATHEMATICAL PROGRAMMING

To select an appropriate compromise between mean and
variance, Dellino et al. use mathematical programming
minimizing (e.g.) the mean subject to the constraint that
the standard deviation remain below a given threshold (say)
T .

There are many mathematical programming solvers.
Dellino et al. use Matlab’s ‘fmincon’ to obtain the esti-
mated robust optimal decision variables (say) d̂+ and the
corresponding predicted mean ŷ and standard deviation sy.
Next, they vary the threshold value T (say) 100 times to
obtain different solutions d̂+

t with corresponding ŷt and sy;t
(t = 1, . . . ,T ). The pairs (ŷt ,sy;t ) give the estimated Pareto
frontier.

To construct confidence intervals for the resulting ro-
bust optimum, they use bootstrapping assuming that the
distribution of the environmental variables is known (this
bootstrapping might be compared with a Bayesian approach
using a prior distribution). They use parametric bootstrap-
ping when using RSM, because the estimated regression
parameters in (2) and (3) then have known distributions
(namely, multivariate normal with estimated mean vector
and covariance matrix). They use distribution-free boot-
strapping when using Kriging; i.e., they bootstrap the ne
nd-dimensional vectors with the simulation output w and

recompute the Kriging models from the bootstrapped data
w∗. Dellino et al. demonstrate robust optimization through
a deterministic EOQ simulation with an unknown demand
rate that is normally distributed. Figs. 1 through 4 illus-
trate robust optimization of this EOQ simulation, based on
Kriging (not RSM). Fig. 1 displays the Kriging estimate
of the expected cost and the standard deviation of that
cost; it also displays the mean and standard deviation de-
rived analytically. Fig. 2 displays the corresponding Pareto
frontiers.
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Figure 2: Pareto frontiers based on Kriging and on the
analytical model, respectively.
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Figure 3: Bootstrapped Kriging metamodels of expected cost and standard deviation of cost.

Fig. 3 displays the bootstrapped analogue of Fig. 1. We
let management choose an order quantity through our best
estimate of the Pareto curve, namely, the ‘original’ estimated
curve (the blue curve in Fig. 1, not the bootstrapped curves
in Fig. 3). Management makes its choice based on its risk
attitude; e.g., if they are risk averse, then they impose a
low threshold (e.g., T = 8250) for the standard deviation of
the cost; i.e., they are prepared to accept a relatively high
expected cost, because this choice implies a relatively low
standard deviation.

Finally, we warn management that their choice may turn
out to result in a mean and standard deviation that differs
from the values displayed in Fig. 1. The cause is that the
Pareto curve in this figure is not known with certainty; it is
only an estimate computed from a simulation with sampled
values for the demand rate We can quantify this uncertainty
through a confidence region for the mean cost and the
standard deviation of the cost, given the order quantity
that follows from Fig. 1. Technically, we derive such
a confidence region through bootstrapping of the original
simulated cost, which gave Fig. 3. In this figure we select
the B points for the predicted mean that correspond with
the chosen order quantity; see left part of this figure; for
the standard deviation we proceed in a similar way in the
right part of this figure. More precisely, we rank the B

bootstrapped predictions for the mean cost at this order
quantity, and use the 1−α confidence interval

[Ĉ�B(α/2)/2�,Ĉ�B(1−α/2)/2�]

where we use α/2 because we want a two-sided interval
(lower and upper bounds), we divide this factor by 2 because
we apply Bonferroni’s inequality because we have two
outputs (the mean and standard deviation), we use the
floor and the ceiling functions to make the interval long
enough. This gives Fig. 4. When we confront management
with the confidence interval for the standard deviation,
they may conclude that there is a serious probability of
violating their threshold; see the vertical line in Fig. 4
which implies a 40% probability of exceeding the threshold
for the standard deviation. Then they may reconsider their
originally chosen point on the Pareto curve; i.e., they may
choose a point corresponding with a lower threshold, which
gives a corresponding (higher) order quantity. For that
quantity we can again present a confidence region, analogous
to Fig. 4. If management does not accept that figure, then
we proceed to a new Pareto-optimal point; else we stop.
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Figure 4: Non-parametric confidence region for T = 8250
(red line denotes the threshold). The blue diamond is the
original (i.e., non-bootstrapped) optimal solution, and the
black diamond is the analytical solution.
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