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ABSTRACT

We describe some recent technology for Monte Carlo anal-
ysis within the setting of a database management system.
The original motivation for this work was the desire to
quantify the uncertainty in the answers to database queries
when the underlying input data is uncertain due to data
integration, information extraction from text, and so forth.
It has since become apparent that our prototype systems
can also be used to process data-intensive queries in which
uncertainty arises from the use of stochastic models to ex-
trapolate missing or hypothetical data. Our systems then
permit complex analysis and query processing without the
need to continually transfer the data between the database and
a simulation package. Our use of the map-reduce process-
ing framework allows robust, massively parallel simulation
processing on commodity hardware. We outline some key
ideas and technical challenges that arise in our novel Monte
Carlo environment.

1 INTRODUCTION

This paper describes a recent convergence of database and
simulation technologies to support a type of Monte Carlo
analysis that can be described as “data-intensive simulation.”
The original motivation for this work arose in the database
community, specifically, researchers working in the field
of “probabilistic databases;” see Dalvi and Suciu (2007)
for a recent survey. The focus of this initial work was
on relational database management systems (RDBMS) in
which the underlying data is uncertain. In this setting, the
answer to a query is not a single number or set of records,
but rather a distribution over possible query answers; the
goal is to compute interesting features of this distribution,
such as means, quantiles, or record-inclusion probabilities.

One common source of data uncertainty arises in data
integration, where data from heterogeneous sources is com-
bined into a single data warehouse; such a scenario is be-
coming increasingly common as enterprises combine new

and legacy data sources, often as a result of mergers and ac-
quisitions. In this setting, records corresponding to a given
entity, such as a customer, need to be “resolved” and merged
into a single record. Values of specified attributes, e.g., city
of residence, might differ among these records, leading to
uncertainty. Another source of data uncertainty results from
the extraction of structured data from unstructured text; see
Michelakis et al. (2009) and references therein. When,
e.g., a span of text has been annotated as a “Person,” there
is typically some uncertainty about whether the span truly
refers to a person, and hence whether the resulting extracted
record truly belongs in the database.

Over the past few years, probabilistic database sys-
tems have been developed to specify uncertainty in the data
warehouse and to quantify the impact of this uncertainty on
answers to queries over this warehouse data; see Xu et al.
(2009) and references therein. Most of these systems have
emphasized exact computation of record-inclusion proba-
bilities for the query answer, with the goal of displaying the
K most likely records. This exact-computation approach
places strong restrictions on the types of uncertainty that
can be modeled, the class of queries that can be handled,
and on the characteristics of the query answer that can be
evaluated. For example, such systems have trouble han-
dling “aggregation” queries that compute sums, averages,
and so forth, and yet such queries are central to enterprise
decisionmaking.

To deal with the drawbacks of existing probabilistic
databases, Jampani et al. (2008) developed a Monte Carlo
database system (MCDB). In this system, the user charac-
terizes uncertainty by specifying “value generation” (VG)
functions that sample from the distributions of uncertain data
values. Instead of computing a query-answer distribution
exactly, MCDB uses the VG functions to draw i.i.d. samples
from this distribution, and then uses standard techniques
to estimate distribution features. This approach permits a
highly flexible and extensible uncertainty model, processing
of arbitrarily complex queries, and estimation of a broad
collection of functionals of the query-answer distribution.
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CustName OptionID NumShares
“Jane Smith” 23 50
“Jane Smith” 108 100

“Fei Xu” 38 500
· · · · · · · · ·

Customer

OptionID InitVal r a StrikeP OVal
23 $2.35 0.8 1.01 $4.00 $5.23
38 $5.00 0.5 1.12 $3.00 $8.70
· · · · · · · · · · · · · · · · · ·

Option

Figure 1: A simple relational database.

Perhaps more importantly, it has become apparent that
MCDB can also handle the uncertainty that arises when
key data needed to answer a query are not present in the
database in any form at all, and must be extrapolated using
a stochastic model. In the sequel, we give an example of
extrapolation uncertainty in the context of a simple financial
model.

The MCDB computations can be highly CPU intensive,
but offer the potential for massive parallelization. To realize
this potential, Xu et al. (2009) have provided a new system
called MC3 (Monte Carlo Computation on a Cluster) that
extends the MCDB approach to the map-reduce processing
framework. MC3 can exploit the robustness and scalability
of map-reduce, which allows reliable massively parallel
processing over commodity hardware. A key issue that
arises in this context is management of pseudorandom seeds
in a distributed and highly parallel fashion.

In the following sections, we give an overview of some
basic technical ideas and challenges underlying the MCDB
and MC3 prototypes. We also indicate directions for future
research that are pertinent to the simulation community.

2 A Monte Carlo Database System

2.1 Relational Databases

The MCDB system can be viewed as “wrapping” the clas-
sical relational database model with an extensible model of
uncertainty. We briefly review relevant relational database
concepts here; see, e.g., Garcia-Molina et al. (2009). A
relational database is a collection of relations, or tables,
that are stored on disk; a few such tables are depicted in
the financial database of Figure 1. In the Option table, each
row corresponds to a European call option, and the columns
correspond to attributes of the option (described below); a
similar organization holds for the Customer table, which
records the option holdings for a set of customers, with one
row per distinct (option, customer) pair. The schema of a
table is a list of the attributes that comprise the table; in
standard relational terminology, T.a denotes attribute a in

table T . A database query describes a desired output relation
which is constructed from the base relations that are stored
on disk. The Structured Query Language (SQL) is used to
specify a relational query. For example, the following SQL
query computes the value of Jane Smith’s portfolio:

SELECT SUM (c.NumShares * o.OVal) as PValue
FROM Customer AS c, Option AS o
WHERE c.OptionID = o.OptionID

AND c.CustName = ’Jane Smith’

The query returns the desired answer as a one-row table
having a single attribute, called PValue. This result table
is formed by selecting the rows in the Customer table
corresponding to Jane Smith, and joining each of these
rows to the corresponding row in the Option table (by
matching up the OptionID values). Finally, the contribution
from each of these joined rows to the total portfolio value
is computed and added to the sum. The RDBMS “query
optimizer” automatically determines a good “query plan”
for actually producing the desired result table.

2.2 MCDB Overview

MCDB, like most probabilistic-database prototypes, is based
on “possible worlds” semantics for uncertain data. Each
possible world corresponds to a possible concrete realiza-
tion of all uncertain values in the database, and there is
a probability distribution over the set of possible worlds,
i.e., over the set of possible database instances. Usually,
this possible-worlds distribution is implicitly determined by
the probability distributions that are associated with indi-
vidual (sets of) uncertain attributes; in general, there can be
statistical dependencies among attributes both within and
between rows.

For example, consider the SQL query given above, but
now suppose that the option value (i.e., the Option.OVal
attribute) represents the future value of the option at its
exercise time. (For simplicity, assume that all options in
the table are purchased at time t = 0 and exercised at
some fixed time t = T .) The future value of the option
is clearly uncertain, and must be estimated via a model.
E.g., we might use the following (very) simple Black-
Scholes-type model with varying volatility to model the
evolution of Si(t), the value at time t of the stock that
underlies option i: dSi(t)/Si(t) = ri dt +ai

(
Si(t)

)1/2 dWi(t),
where ri > 0, ai ∈ (0,1), and W1,W2, . . . are i.i.d. standard
Brownian motions. Then the option value Vi at exercise
time T is Vi = max

(
Si(T )−ki,0

)
, where ki is the strike price

for the option (recorded in the StrikeP column in Figure 1).
This model cannot be solved analytically, but samples from
the (approximate) distribution of Si(T ), and hence Vi, can
be generated by using a simple Euler-scheme recursion: for
a large value of m, fix Δt = T/m and set Si(t j) = Si(t j−1)+
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Figure 2: Query evaluation in MCDB.

riS(t j−1)Δt +ai
(
Si(t)

)1/2Si(t j−1)
√

ΔtZi j for j = 1,2, . . . ,m,
where t j = jΔt and each Zi j is an independent N(0,1) variate.
The parameters for this scheme comprise columns 2-5 of
the Option table. Our goal is now to estimate features of
the query-answer distribution, such as means or quantiles
of the portfolio value.

MCDB does not try to compute characteristics of the
query-result distribution exactly, but rather estimates these
characteristics using a Monte Carlo approach. Figure 2
shows, conceptually, how MCDB evaluates a query. Each
random table in an uncertain database is represented on disk
by its schema, together with a set of VG functions that are
used to generate realizations of uncertain attribute values,
and an optional set of parameter tables (ordinary relational
tables) that are used to parameterize the VG function. Con-
ceptually, when a query is issued, the MCDB system invokes
the VG functions to generate a set of independent and iden-
tically distributed (i.i.d) samples from the possible-worlds
distribution. The query is then evaluated over each of the
sampled possible worlds, thereby generating a set of i.i.d.
samples from the query-result distribution. These latter
samples can be used to estimate characteristics of interest
for this distribution.

Consider, for example, the foregoing portfolio-value
scenario with 1000 Monte Carlo iterations (i.e., 1000 sam-
pled possible worlds). In MCDB, two parameter tables,
Customer and OptionParam, would reside on disk, where
Customer is as in Figure 1 and OptionParam is almost iden-
tical to the Option table in Figure 1, except without the
OVal column. We could then define a schema for a random
table called R-Option having attributes OptionID and OVal.
The MCDB schema for this random table essentially gives
a recipe for generating a sample realization of the table,
specifying which VG function to invoke and how to glue
the outputs of the VG function invocations together:

CREATE TABLE R-Option(OptionID, OVal) AS
FOR EACH d IN OptionParam
WITH OResult AS GenOptVal(
VALUES(d.InitVal, d.r, d.a, d.StrikeP))

SELECT d.CID, r.VALUE1 FROM OResult AS r

We employ the user-defined VG function GenOptVal, which
executes the Euler scheme to generate a sample of a random
option value at time T . The GenOptVal function takes as in-

put a 1×4 table that specifies the option parameters needed
for the Euler simulation, and returns the result as a one-row
table (here named OResult) having a single attribute called
VALUE1. The FOR EACH clause instructs MCDB to loop
over the list of options stored in the OptionParam table. For
each option, a realization of the OVal attribute is generated
via a call to GenOptVal, which is first parameterized by
executing a (trivial) SQL subquery that extracts the appro-
priate parameter values from the OptionParam table and
uses the SQL VALUES function to package these values as
a 1× 4 table. The final SELECT clause specifies how to
assemble the row of the R-Option table corresponding to
the current option from the outer loop.

In general, a VG function takes as input one or more
parameter tables, which can be specified via arbitrary SQL
queries, and returns a table as output; users can define their
own VG functions using a C++ interface similar to that of
user-defined functions in a standard RDBMS.

Conceptually, MCDB will follow the above recipe to
generate 1000 realizations of the R-Option table and apply
the SUM query given previously (but with Option replaced by
R-Option) to each realization to obtain 1000 realizations of
Jane Smith’s portfolio value. Point estimates and confidence
intervals for, e.g., the mean value and standard deviation of
the future portfolio value can be computed using standard
methods. Alternatively, we may simply want to create a
histogram of the 1000 numbers in order to get an approximate
picture of the portfolio-value density function.

2.3 MCDB Query Processing

MCDB does not actually instantiate a database multiple
times; the costs for such a naive approach would be exor-
bitant. Instead, MCDB executes a single query plan over a
set of tuple bundles; a tuple bundle represents a row of a
random table as it appears in each of the Monte Carlo repli-
cations. In our running example, the tuple bundle t in table
R-Option corresponding to option 105 might have the form
t = (105,(123.50,274.00, ...,180.76),Seed). Here the first
component is simply the value of the deterministic OptionID
attribute, and the second component is a vector that contains
the 1000 values of the OVal attribute for option 105 that
were generated during the 1000 Monte Carlo repetitions.
The final component, Seed, is the pseudorandom number
seed used by the GenOptVal VG function to generate the
option values. More generally, if customer 105 appeared
in some, but not all, of the 1000 possible worlds, the tuple
bundle would be augmented by a special random vector
called isPresent. For 1 ≤ i ≤ 1000, the ith component value
of this vector is true if and only if customer 105 appears
in the ith sampled possible world.

Because pseudorandom number generation is a de-
terministic process when started from a fixed seed, the
foregoing tuple bundle can often be stored in compressed
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Query 1 iter 10 iters 100 iters 1000 iters
Q1 25 min 25 min 25 min 28 min
Q2 36 min 35 min 36 min 36 min
Q3 42 min 45 min 60 min 214 min

Table 1: MCDB running times.

form as t = (105, Seed, isPresent). The OVal values can
be regenerated in a consistent manner whenever they are
needed. MCDB attempts to maintain tuple bundles in com-
pressed form whenever possible, to reduce the amount of
data that is moved through the system. Moreover, MCDB
attempts to apply predicates on deterministic attributes (e.g.,
OptionID < 105) to compressed tuple bundles as early in
the query plan as possible; if such predicates filter out most
tuple bundles, then most of the Monte Carlo computations
can be avoided. MCDB exploits these ideas to achieve
acceptable processing overheads.

For example, Table 1, taken from Jampani et al. (2008),
shows running times for three relatively complex queries over
a 20GB database, involving joins of large tables, expensive
VG-function evaluation, grouping, and aggregation. As can
be seen, for queries Q1 and Q2, the time to run 1000 Monte
Carlo replications is almost the same as the time to run a
single replication; most of the processing time is spent in
standard RDBMS operations such as disk reads and writes.
For Q3, the Monte Carlo replications add overhead to the
processing time, but the overhead is far less than a factor
of 1000, as would be the case with the naive approach.

MCDB extends the classical database operations of
select, project, join, duplicate removal, and aggregation to
handle tuple bundles; these extensions typically involve ma-
nipulation of the isPresent vector. New MCDB operators
include Instantiate and Seed. The Instantiate operator in-
vokes the VG functions to transform a tuple bundle from
compressed to expanded form. The Seed operator attaches
one or more seeds to a tuple bundle, one per VG function.
Each seed is unique to the (tuple bundle, VG function) pair,
and is used by the VG function to generate a stream of
pseudorandom numbers during instantiation.

3 PROCESSING MCDB QUERIES ON A CLUSTER

A mentioned above, the MC3 system (Xu et al. 2009) is
a re-implementation of MCDB in Hadoop, an open-source
implementation of Google’s map-reduce processing frame-
work (Hadoop 2009). Hadoop vastly simplifies development
of parallel programs, and the system provides a high level of
fault tolerance and the capability to allocate and reallocate
resources (CPU, memory, storage) as needed.

MC3 uses Javascript Object Notation (JSON) as the
internal data model (JSON 2009). JSON is perhaps the
most commonly used data format for map-reduce processing,
and is quite flexible. The two basic constructs are ordered

arrays and records, the latter comprising a set of (key, value)
pairs. Because these data structures can be nested in an
arbitrary manner, it is straightforward to represent MCDB
tuple bundles in JSON. One advantage of a JSON-based
system is that it can potentially handle data that is not in
strict relational form, due to nesting or to varying numbers
of attributes per record.

3.1 Map-Reduce Processing

A map-reduce job takes as input a collection of key-value
records and produces a collection of output values. To
specify the desired data processing, the user defines a map
function and a reduce function, whose operation is described
below. In the first step of map-reduce processing, the input
records are partitioned among one or more mapper tasks.
Each mapper applies map to the input records in its partition,
one record at a time. The map function takes as input a key-
value record (k,v) and produces a collection of intermediate
key-value records, [(k′1,v

′
1), . . . ,(k

′
n,v

′
n)]. For each distinct

intermediate key k, all intermediate records having this
key are collected to form a group (k, [v′′1 , . . . ,v

′′
m]). These

groups are partitioned among a set of reducer tasks. Each
reducer applies reduce to the groups in its partition, one
group at a time. The reduce function takes a group as
input and returns a final value for the group, often using an
aggregation operation on the values in the group. The set
of values returned by the calls to reduce is written out and
comprises the output of the map-reduce job.

Both mapper and reducer tasks operate in parallel. Xu
et al. (2009) discuss a couple of parallelization schemes.
The simplest scheme is inter-tuple parallelism, which is
obtained by evaluating multiple tuple bundles in parallel;
all of the possible worlds for a tuple bundle are generated by
a single CPU core. Preliminary experiments indicate good
scale-out properties using this scheme. E.g., for the queries
in Table 1, the processing time remains almost constant
when both the number of processors and the database size
are scaled up by an order of magnitude.

Queries in MC3 are specified using JAQL, a high-
level query language designed for JSON data (JAQL 2009).
The key appeal of JAQL is its ability to automatically
generate a query plan of map-reduce jobs from a high level
query specification. MC3 makes extensive use of JAQL’s
user-defined functions to specify VG functions, distributed
seeding, and tuple-bundle operations.

3.2 Distributed Seeding

Seeding tuple bundles is challenging because it must be done
in a highly parallel and distributed fashion, over a possibly
enormous number of tuple bundles, and without requiring
storage of too much seeding information in each tuple
bundle. The seeding scheme must also guarantee that distinct
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tuple bundles use disjoint sequences of seeds during the
instantiation process, in order to avoid unintended statistical
dependencies; i.e., the scheme must avoid “collisions.” MC3

supports two distributed seeding methods: SeedSkip, which
is based on skip-ahead capabilities for (typically huge-
period) pseudorandom number generators (PRNGs), and
SeedMult, which uses multiple generators.

The SeedSkip method uses a single PRNG for both
seeding and instantiation — chosen as WELL512 (Panneton
et al. 2006) in the current implementation — and requires
that we can upper bound the number of bundles seeded per
mapper and the number of seeds used up during any single
invocation of any VG function. SeedSkip trivially “seeds” a
tuple bundle with its mapper number and intra-mapper tuple-
bundle identifier. To naively instantiate a bundle, we would
use this information to generate an appropriate number N
of fixed-length skips along the PRNG’s cycle to reach the
starting point for the instantiation. The number of skips can
be reduced to O(log2 N) by precomputing O(log2 N) sets of
“skip information” corresponding to a set of exponentially
increasing skip lengths.

The SeedSkip method cannot be used if the VG functions
are so complicated that it is impossible to obtain an upper
bound on the number of seeds consumed during a VG
function call. In this case, the SeedMult seeding method
can be used instead. Although SeedMult is not guaranteed
to avoid collisions, the probability of collisions can be made
vanishingly small; see Xu et al. (2009) for details.

4 FUTURE DIRECTIONS

The MCDB and MC3 prototypes represent a convergence
of simulation and database technology, potentially opening
up new applications for simulation modeling and analysis.
There are many possible directions for future research.

A key challenge is to support both the standard and
new functionality that is typically provided by a simulation
package. For example, in the current prototypes, the user
must specify the desired number of Monte Carlo iterations,
which can be hard to do without guidance. The goal here is
to have the user specify precision and/or time requirements,
and have the system automatically determine the number of
iterations, perhaps dynamically. Closely related to this issue
is the question of how to define an appropriate syntax for
specifying the functionals of the query-output distribution
required by the user, along with the speed and precision
requirements. Also of interest is the question of how to
incorporate well known variance reduction schemes, as well
as methods for stochastic optimization.

For purposes of risk assessment, we often want to
estimate quantiles of the distribution of a query result.
This task can be challenging for extreme quantiles that
correspond to rare events. An interesting question is how to
apply techniques such as importance sampling (Henderson

and Nelson 2006, Ch. 11) in the current setting; the problem
structure appears to be quite different than for, e.g., classical
buffer-overflow problems. Importance sampling can also
potentially be used to “push down” selections into the VG
function, i.e., to only generate sample rows that satisfy
selection predicates; see Xie et al. (2008).

For the MC3 system, one important problem is how
to specify and efficiently process uncertain JSON data;
MC3 is currently limited to nested JSON data for which
only leaf values are uncertain. Finally, an intriguing fea-
ture of Hadoop is the potential for implementing dynamic
simulation techniques, since Hadoop resources can be dy-
namically re-allocated. E.g., as in Schruben (2008), it may
be possible to simultaneously simulate competing business
policies, redirecting resources away from a policy as soon
as it becomes apparent that the policy is inferior.
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