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ABSTRACT

Selection procedures are used in a variety of applications
to select the best of a finite set of alternatives. Thereby
‘best’ is defined with respect to the largest mean, but
the mean is inferred with statistical sampling, as in
simulation optimization. However, many practical se-
lection problems involve multiple conflicting criteria, so
that the definition of “best” depends on the user’s pref-
erences. Unfortunately, the user can usually not fully
specify his or her preferences before having seen the
alternatives. Thus, we propose here an interactive pro-
cedure, gathering some information on the alternatives,
asking the user to specify preferences more precisely,
and then gathering more information until the user has
converged on a single solution with sufficient confidence.
The method uses an extension of Optimal Computing
Budget Allocation to allocate samples efficiently.

1 INTRODUCTION

Selection procedures aim for efficiently selecting the best
of a finite set of alternatives, where best is determined
with respect to the largest mean, but the mean must
be inferred via statistical sampling (Bechhofer, Santner,
and Goldsman 1995). In a typical scenario, the alterna-
tives are evaluated by randomized simulation, and have
been implemented in commercial simulation products.
The goal is then to identify the best alternative with
a minimal number of simulation runs, as these can be
quite time-consuming or costly.

However, in many practical applications, there are
multiple, usually conflicting criteria. Furthermore, it
is usually very difficult for a decision maker (DM) to
weigh the different criteria exactly before alternatives
are known. For this reason, we propose in this pa-
per an interactive selection procedure based on optimal
computing budget allocation (OCBA) (Chen 1996) and
progressive preference elicitation. It assumes a linear
utility function of the form U = λf1 + (1 − λ)f2, and
is currently limited to two criteria problems, although
we see no reason why it should not be transferable to
more than two criteria.

The idea is to take a few samples from each alterna-
tive, and present the resulting (uncertain) information
to the DM. The DM is then given the possibility to spec-
ify his/her preferences more precisely, after which new
samples are taken to improve the accuracy of the esti-
mates. The process is iterated until the DM is confident
about his/her decision.

The paper is structured as follows. The next section
briefly surveys related work. The interactive procedure
is explained in more detail in Section 3. Some pre-
liminary empirical results are summarized in Section 4.
The paper concludes with a summary and some ideas
for future work.

2 RELATED WORK

There are a number of different selection procedures,
including the indifference zone (IZ, (Kim and Nelson
2006)), the expected value of information procedure
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(VIP, (Chick and Inoue 2001)), and the optimal comput-
ing budget allocation (OCBA, (Chen 1996)) approaches.
A comparison of these three approaches can be found
in (Branke, Chick, and Schmidt 2005).

In (Butler, Morrice, and Mullarkey 2001), multi at-
tribute utility theory (MAUT) is used to transform the
attributes of a multi criteria problem into a scalar perfor-
mance measure, which is then used for sampling with
Rinott’s two-stage selection procedure (Rinott 1978).
This approach is extended in (Morrice and Butler 2006)
to incorporate the notion of constraints.

In (Lee, Chew, Teng, and Goldsman 2004), OCBA
is extended to the multi criteria case, with the goal to
identify all Pareto-optimal1 solutions. This idea is incor-
porated into a multi-objective evolutionary algorithm
in (Lee, Chew, and Teng 2006).

3 iMOCBA: an interactive multi criterion

OCBA procedure

The motivation for our work is that it is often difficult
for a DM to weigh the different criteria before any
alternatives are known. On the other hand, it is not
efficient to determine the whole set of Pareto-optimal
solutions, nor is it sufficient, as in most applications,
a single solution has to be selected eventually. For
these reasons, our approach is interactive, with sampling
stages interleaved with user preference elicitation stages.

We assume that the DM has a linear utility func-
tion of the form λf1 + (1 − λf2), where λ ∈ [0 : 1] is
the weighting factor that weighs the different criteria
against each other. Consequently, only Pareto-optimal
alternatives on the convex hull of the set of solutions
in the attribute space are potential candidates for a
DM. This is reminescent to the assumptions of data
envelopment analysis (Cooper 2006). If we had full
knowledge about the attributes, we could simply deter-
mine all Pareto-optimal alternatives on the convex hull
and present them to the DM to make the final choice.
However, in the presence of uncertainty, there are three
potential sources for error:

1. A solution which should be on the convex hull
appears to be inside the convex hull and is thus
never presented to the DM.

2. A solution inside the convex hull appears to be
on the convex hull and may thus be erroneously
selected by the DM.

3. The solution which would be preferred by the
DM is identified as being on the convex hull, but
the DM nevertheless selects another alternative
because it appears to have a higher utility.

1A solution is called Pareto-optimal if there exists no other

solution which is better in all criteria.

Our method attempts to minimize the expected
opportunity cost (EOC) due to these errors. The EOC
is defined as 0 if the best (according to the true user
preferences) system is correctly selected, and is otherwise
the true difference between the best and selected system
(again in terms of the user’s utility). We feel that the
opportunity cost is a natural choice in particular in
business applications.

If we knew the weighting factor λ in advance, we
could just use the utility as the single criterion for
selection, and apply a standard selection procedure.
However, our assumption is that the preferences are
revealed during an iterative process. Only as the DM
gathers information about the alternatives, he/she gains
insights into the available trade-offs and is able to make
up his/her mind on the appropriate weighting factor.
We model the uncertainty about the weighting factor λ
by assuming a probability distribution over all possible
weighting factors. At the beginning of our procedure,
and in the absence of any other information, we simply
assume that λ is uniformly distributed over [0 : 1].
This probability distribution is then refined interactively
during the selection process.

To efficiently allocate samples to the alternatives,
we base our procedure on the OCBA with expected
opportunity cost objective as proposed in (He, Chick,
and Chen 2007). It greedily and iteratively allocates
additional samples to alternatives where it estimates
the largest improvement in the expected opportunity
cost. More specifically, in a first stage of sampling,
OCBA evaluates each alternative n0 times. In each
subsequent sequential stage, one additional sample is
given to exactly one alternative 2. OCBA estimates, for
all alternatives i and based on Bayesian statistic, the
expected opportunity cost after an additional sample of
alternative i, assuming that the additional sample does
not change the mean while the standard error is scaled
back appropriately. Let us denote this estimated EOC
as EEOCi. Then, the alternative i is actually sampled
for which the smallest EEOCi has been estimated. For a
more detailed description of the algorithm see e.g. (He,
Chick, and Chen 2007, Branke, Chick, and Schmidt
2005).

The OCBA is extended to multiple criteria as fol-
lows. For a given λ, we can calculate EEOCi(λ) in
the standard way for OCBA. Then, given a probability
distribution over λ, we can extend OCBA to work on the
overall expected opportunity cost (OEOC), integrated
over all λ, i.e.

OEOCi =

∫
1

y=0

EEOCi(y)P (λ = y)dy (1)

2In OCBA, the number of additional samples allocated per

stage is a parameter, but we use 1 in our tests
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where P (λ = y) denotes the probability that λ = y.
Integration over all λ is done numerically, and we will
examine below the granularity necessary for good results.

The interactive multi criteria OCBA (iMOCBA)
iteratively asks the DM to reveal some of his/her pref-
erences in order to derive a more accurate distribution
for λ, and this distribution is then used to assign sam-
ples over a number of iterations. The result is presented
to the user who has the opportunity to narrow down
his/her preferences, and the whole process is repeated
until the DM is satisfied and sufficiently confident about
his/her choice. Note that after the update of the weight
distribution, iMOCBA can be easily resumed, keeping
all samples collected so far, but now using the updated
weight distribution to calculate OEOCi.

One important question is how to refine the prob-
ability distribution of λ interactively over the run. The
simplest way would be just to ask the user to define it
explicitly. More elaborate strategies are currently un-
der investigation. For example, one may visualize the
means and standard errors for each alternative on a 2D
plane, and ask the DM which solutions are considered
“interesting”. Then all λ consistent with at least one of
these choices could be weighted uniformly. By addition-
ally asking the DM for the “most preferred” solution,
it would be possible to bias the distribution to those
λ consistent with this solution. Here, the “middlemost
weights” technique as proposed in (Köksalan, Karwan,
and Zionts 2004) may be useful.

Another open question is how many samples should
be allocated between interactions with the user. On the
one hand, fewer interactions reduce the burden for the
user. On the other hand, narrowing down the user pref-
erences as early as possible in the process will maximally
reduce the sampling effort. The number of samples be-
tween interactions could also be made dependent on
stopping rules based on the expected opportunity cost
as has shown great potential in (Branke, Chick, and
Schmidt 2005).

4 EMPIRICAL EVALUATION

In the following, we present some preliminary results
on comparing iMOCBA with the naive approach of
sampling all alternatives equally often. Thereby, we
assume that λ is uniformly distributed over [0 : 1], as
this seems the most challenging case (the more peaked
the distribution, the more closely iMOCBA matches the
single-objective OCBA).

We have tested iMOCBA on different artificial test
problems, but for space limiations, we report here
only results on randomly generated problem instances
analogous to those proposed in (Branke, Chick, and
Schmidt 2005). Thereby, for each test run, a problem
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Figure 1: Effect of the number of supporting points on
the OEOCi calculated for different alternatives.

instance is randomly generated as follows. Each at-
tribute l of each alternative i corresponds to an indepen-
dent random variable, normally distributed according
to Normal(Wli, σ

2

li). The variance σ2

li is sampled inde-
pendently from an inverse Gamma distribution, while
the means Wli are sampled from a Normal distribution,
i.e.

p(σ2

li)
iid
∼ InvGamma(b, c)

p(Wli|σ
2

li)
iid
∼ Normal(µli, σ

2

li/η).

Increasing η makes the means more similar. Increas-
ing b reduces the variability in the variances. Again, we
tested different parameter settings. Unless stated oth-
erwise, the results reported below use 10 alternatives,
η = 2, and b = 2.5. For OCBA, the initial number
of samples for each system was set to n0 = 8, and all
results were averaged over 1000 independent runs.

Clearly, the number of supporting points we use in
the numerical integration over λ is a crucial parameter
of our approach. If it is too low, the approximation is
too bad, and OCBA will not be able to allocate samples
efficiently. On the other hand, the computational effort
increases linearly with the number of supporting points,
so we want to choose it as low as possible.

Figure 1 depicts an example onhowdifferentOEOCi

values within one iteration change depending on the
number of supporting points. As can be seen, the es-
timate becomes reasonably stable after about 50 sup-
porting points. However, significantly less supporting
points may be necessary to actually determine the best
system, as the different OEOCi seem to be strongly
correlated. Furthermore, even if we make an error at
this stage and sample e.g. the second best instead of
the best, it is likely that this error is couterbalanced
in the next iteration. More accuracy may be necessary
when the OEOCi become more and more similar as
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Figure 2: Effect of the number of supporting points
used to calculate EEOC on the EOC obtained finally.
Average ± std. error.

more and more samples are distributed. However, we
would also hope that our probability distribution over
λ would become more and more peaked, thus reducing
the need for many supporting points.

Figure 2 examines the influence of the number of
supporting points on the final obtained EOC after a total
of 120 distributed samples, where the final EOC was cal-
culated based on 1000 supporting points. Although the
data is rather noisy, it seems that 10 supporting points
work just as well as 150 supporting points. Thus, we
decided to use a default of 50 supporting points as a rea-
sonable compromise between accuracy and computation
time.

In Figure 3, we compare the performance of
iMOCBA with the simple strategy to allocate an equal
amount of samples to each alternative. The plots show
the efficiency as defined in (Branke, Chick, and Schmidt
2005), i.e. the average true overall opportunity cost, as-
suming a uniformly distributed λ, depending on the
number of samples used. Again, the true expected op-
portunity cost is approximated by numerical integration
over 1000 supporting points.

Table 1 compares the measures EOC integrated over
a uniformly distributed λ obtained after 120 distributed
samples. Depending on the parameters defining the
problem instances, iMOCBA can reduce the error be-
tween 13.2 and 53.8%. As expected, the reduction is
larger for small η (larger differences in means) and larger
numbers of alternatives.

To evaluate the efficiency of the interactive approach
is more difficult, because it depends on a (human) DM.
But the above results make us confident that the benefit
will actually be realized in an interactive setting, as a
more peaked distribution for λ due to user interaction
would improve the accuracy of the estimates.

 0.02

 0.03

 0.04

 0.05

 0.06

 0.07

 0.08

 0.09

 0.1

 0  20  40  60  80  100

E
O

C

# samples

iMOCBA
all equal

Figure 3: Efficiency of the two allocation procedures.
Average ± std. error.

5 CONCLUSIONS

Many practical selection problems involve multiple cri-
teria. Because it is usually difficult to consolidate the
different criteria into one scalar objective function before
alternatives are known, we have proposed an interactive
method. This method is based on optimal computing
budget allocation (OCBA) to minimize the expected
opportunity cost. It assumes linear utility functions
and some probability distribution over the weighting
factor for the different criteria. It then generates ad-
ditional samples by minimizing the expected overall
opportunity cost, (numerically) integrated over all pos-
sible weights. The method then asks the decision maker
(DM) to specify his/her preferences more accurately,
updates the weight’s probability distribution, and gen-
erates some more samples. The process is iterated until
the DM is sufficiently confident about his/her selection.

In some preliminary empirical tests, we have shown
that the method can reduce the expected overall oppor-
tunity cost much more efficiently than sampling each
alternative equally often, even in the absence of any user
preferences (i.e. when assuming a uniformly distributed
weighting factor). Also, the results indicate that already
very few supporting points are sufficient to approximate
the integral over all weighting factors.

Since this is still work in progress, there are ample
avenues for future work. First, we want to explore
more elaborate strategies to extract weighting factor
probability distributions from the user. Furthermore,
we would like to extend the approach to more than two
objectives, and to other user preference models (e.g. the
distance from a desired point which the user adjusts
iteratively). Finally, we would like to test the approach
in a practical application.
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Table 1: Improvement of iMOCBA over equally allocating the samples over all alternatives after 120 allocated
samples. EOC integrated over uniformly distributed λ, n denotes the number of alternatives.

n b η iMOCBA equalAlloc % Reduction
5 2.5 0.5 0.007±0.0005 0.0125±0.0008 42.4
5 2.5 2 0.031±0.0014 0.037±0.0016 16.2
5 2.5 4 0.046±0.0018 0.053±0.0020 13.2
5 100 0.5 0.008±0.0007 0.012±0.0008 33.3
5 100 2 0.032± 0.0015 0.040±0.0017 20.0
5 100 4 0.050± 0.0018 0.060±0.0020 16.7
10 2.5 0.5 0.006±0.0004 0.013±0.0008 53.8
10 2.5 2 0.029±0.0014 0.044±0.0017 34.1
10 2.5 4 0.053±0.0018 0.067±0.0020 20.9
10 100 0.5 0.007±0.0004 0.015±0.0007 53.3
10 100 2 0.338±0.0014 0.053±0.0019 35.8
10 100 4 0.058±0.0017 0.077±0.0021 24.7

REFERENCES

Bechhofer, R. E., T. J. Santner, and D. M. Golds-
man. 1995. Design and analysis for statistical se-

lection, screening, and multiple comparisons. New
York: John Wiley & Sons, Inc.

Branke, J., S. Chick, and C. Schmidt. 2005. New de-
velopments in ranking and selection: An empirical
comparison of the three main approaches. In Winter

Simulation Conference, ed. N. Kuhl, M. N. Steiger,
F. B. Armstrong, and J. A. Joines, 708–717: IEEE.

Butler, J., D. J. Morrice, and P. W. Mullarkey. 2001. A
multiple attribute utility theory approach to ranking
and selection. Management Science 47 (6): 800–816.

Chen, C.-H. 1996. A lower bound for the correct subset-
selection probability and its application to discrete
event simulations. IEEE Transactions on Automatic

Control 41 (8): 1227–1231.
Chick, S. E., and K. Inoue. 2001. New two-stage and se-

quential procedures for selecting the best simulated
system. Operations Research 49 (5): 732–743.

Cooper, W. W. 2006. Introduction to data envelopment

analysis and its uses. Springer.
He, D., S. E. Chick, and C.-H. Chen. 2007. The opportu-

nity cost and OCBA selection procedures in ordinal
optimization for a fixed number of alternative sys-
tems. IEEE Trans. Systems, Machines, Cybernetics

C :to appear.
Kim, S.-H., and B. L. Nelson. 2006. Selecting the best

system. In Handbook in Operations Research and

Management Science: Simulation, ed. S. G. Hen-
derson and B. L. Nelson. Elsevier.
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