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1 INTRODUCTION

We propose ideas for a testbed of simulation-
optimization problems. The purpose of the testbed is
to encourage development and constructive comparison
of simulation-optimization techniques and algorithms.
The ideas we present are revised from the copious and
valuable feedback provided on an earlier presentation
of the same topic at the 2006 Winter Simulation Con-
ference (Pasupathy and Henderson 2006). Our aims
in proposing this topic for the simulation workshop re-
main the same as those for the 2006 Winter Simulation
conference: (i) to inform the simulation community of
our effort; (ii) to obtain feedback from the simulation
community on the revised testbed design; and (iii) to
solicit SO problems for inclusion in the testbed.

Our proposed presentation for the workshop, like the
organization of this abstract, will follow four broad
topic areas: (i) Problem Format, (ii) Problem Taxon-
omy, (iii) Algorithm Performance Measures, and (iv)
Problem Specification. Our ideas on some of these top-
ics are more mature than others. For example, topic
(iii) is an important area where various issues remain
unresolved. So, we expect that this will be a major
focus in the workshop although we remain open to sug-
gestions in the other areas as well.

We continue this section with a formal SO problem
statement, followed by a more elaborate description of
our motivations behind the testbed.

1.1 SO Problem Statement

The Deterministic-Optimization (DO) problem is to

minimize g(x)
subject to h(x) ≥ 0

x ∈ D,

where g : D → R and h : D → Rd are the real-valued
objective function and vector-valued constraint func-
tions respectively, and D ⊆ Rq is an underlying set of

potential solutions. In many cases h is vacuous, and the
problem is then said to be unconstrained. The set D
is arbitrary, so it can represent any level of constraints.
Typically, however, D represents a natural and easily-
defined set of potential solutions, such as the nonnega-
tive orthant.

The Simulation-Optimization (SO) problem is a gen-
eralization of the DO problem where the objective is
the same, i.e., a solution x∗ is sought that minimizes g
over D while also satisfying h(x) ≥ 0. The difference
is that now g and/or h are only observable through a
stochastic simulation, and therefore with error. We as-
sume estimators Gm(x) of g(x), and Hm(x) of h(x),
that are consistent, in the sense that Gm(x) ⇒ g(x)
and Hm(x) ⇒ h(x) as m → ∞, for any x ∈ D. Here
⇒ denotes convergence in distribution, and m is some

measure of simulation effort. For example, when h and
g are performance measures associated with a finite-
horizon simulation, m might represent the number of
independent and identically distributed (i.i.d.) replica-
tions. We assume that the domain D is deterministic
and known.

In many cases, the SO problem possesses structure
which can be used to assist in the search for a minimum.
For example, if g is differentiable and one can obtain
estimates of the gradients of g, then one can employ
methods that exploit gradient information.

While one would like to identify a global minimum,
this goal is, in general, exceedingly difficult to achieve,
even in the case where g can be computed without sim-
ulation error. For example, if g is completely unstruc-
tured, then to guarantee that a global minimum has
been found, one must compute g at every feasible solu-
tion. Accordingly, we tailor our discussion to the goal
of finding local minima.

1.2 Motivation

There has recently been a marked growth in the num-
ber and type of instances where SO problem formula-
tions apply, often with only minor variations. There
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has also been a corresponding increase in the number
and diversity of solutions to these SO problem variants.
Recognizing this, a panel discussion at the 2000 Winter
Simulation Conference (Fu et al. 2000) identified the
need for a testbed of SO problems which, among other
things, can be used to evaluate and compare compet-
ing SO algorithms, and to identify particular problem
classes for further inquiry. This need was reiterated in
Fu (2002) and in comments to that article in Glynn
(2002). The use of testbeds is well-established in other
fields. See Jackson et al. (1991) for examples, as part of
an update to a set of guidelines (Crowder et al. 1979)
on reporting computational results. For early discus-
sion in the mathematical programming community, see
Mulvey (1982).

A SO testbed is primarily motivated by the following
considerations:

1. a testbed is useful in comparing the performance
of competing algorithms through execution on the
same problem instances;

2. a testbed helps to identify particular SO problem
classes that have defied efficient solution and in the
process stimulates algorithm development for these
classes;

3. a testbed increases the visibility of SO problem
tools among researchers and practitioners thereby
leading to their increased use.

It is worth emphasizing that the testbed we propose
is intended not as an archive of “unsolved” problems in
SO, but instead as a forum that presents a range of SO
problems to facilitate research and application. Fur-
thermore, to keep the scope of the proposed endeavor
manageable, we do not plan to include problems with
recourse, where successive decisions are made over time.
So we do not plan to include stochastic linear programs,
nor the more general stochastic dynamic programs (also
known as Markov decision problems). In general, these
problems cannot be formulated as SO problems. Hav-
ing said that, versions of these problems can sometimes
be formulated within our framework, as occurs when
one has a finite parametrization of a class of policies.
In that case, we will not specifically exclude it.

We recognize that a potential consequence of a test-
bed is the emergence of algorithms tailored for solving
the particular instances appearing in the testbed. This
negative consequence can be mitigated by ensuring that
particular problem classes are not overly represented,
that all problem classes contain a rich set of problems,
and through the careful choice of performance measures
for reporting algorithm performance. For further dis-
cussion of the merits and potential pitfalls of testbeds,
see Jackson et al. (1991) and the references therein.

2 PROBLEM FORMAT

We propose three general classes of problem formats to
cover the gamut of SO problems.

1. High-level Description (HD): In this format, the
SO problem is specified through a detailed, ver-
bal description of the problem. For example, the
famous newsvendor problem as an SO problem in
HD format is:

A newsvendor orders a fixed quantity x of newspa-
pers to be sold each day. The cost to the newsven-
dor, and the selling price respectively, of each news-
paper is c and s. Unsold newspapers are salvaged
each day at the unit price w. The daily demand D
is Poisson distributed with mean λ. What is the
quantity x that maximizes the expected profit for
the newsvendor?

Sets of values for λ, c, s and w would then be
specified, corresponding to particular problem in-
stances. An important feature of this problem
is that the optimal solution is known. Another
important feature is that x can be viewed as an
integer-ordered variable as in the newspaper exam-
ple, or as a continuous quantity if, for example, the
problem relates to stocks of a perishable chemical.

2. Simulation Blackbox (SB): In SB format, one has
some form of black box that, given a design point x
and simulation runlength m (broadly interpreted),
returns estimates of g(x) and h(x). If available, the
blackbox also returns estimates of the gradients,
∇g(x) and ∇h(x), at the design point x. The black
box could be, for example, code in some general-
purpose programming language, or a model en-
coded in a specific simulation language.

The SB format may be useful in contexts where
the model complexity defies easy problem descrip-
tion. As an example, in the newsvendor problem
described above, suppose that the daily demand is
not known to be Poisson but is instead the output
of another module. Then the problem in SB for-
mat is a program that, for a given design x, uses
the demand generation module to generate a ran-
dom demand, and then delivers the corresponding
realized profit for each day.

An important weakness of this approach is that it
is highly dependent on the black box being imple-
mentable on different platforms. This is especially
important in view of the fast pace at which hard-
ware and software platforms are evolving. There-
fore, while we believe it is important to include
such descriptions, they are likely to date rather
quickly.
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3. Objective Function–Feasible Space–Error (OFE):
In the OFE format, the SO problem representation
is more explicit and specified through an objective
function, a set of inequalities that constitute the
feasible space, and the error distribution, all pro-
vided in closed form. For example,

g(x) = 2x2
1 + x2

2,

x1x2 ≥ 2,

x1 ≥ 0,

x2 ≥ 0,

Gm(x) = g(x) + N(0, (x2
1 + x2

2)/m),

where N(a, b) denotes a normal random variable
with mean a and variance b. Here we have not
specified the correlation structure of the error for
different xs, or for different runlengths m. This is
important, for example, in the setting of common
random numbers. One such structure assumes that
the errors are independent for different xs, and that
for a given x, Gm(x) is a sample average of m i.i.d.
N(g(x), x2

1 + x2
2) random variables, with the sam-

ples used for different runlengths being mutually
independent. It is difficult to specify more general
dependence structures in this format, and this is a
weakness of the approach. However, problem de-
scriptions such as this are needed in the library,
because they represent problems for which much
is known about the problem. Therefore, they can
be used to identify particular strengths and weak-
nesses of algorithms.

Each problem also includes a brief description of what
may be assumed about the problem. For example, in
the newsvendor problem, one would clarify whether x
should be viewed as continuous or integer-ordered. Fur-
thermore, newsvendor problems are known to have cer-
tain convexity properties. One would specify whether
this information can be assumed or not.

3 PROBLEM TAXONOMY

Algorithms are usually tailored to particular features
of SO problems. For example, problems with discrete
variables usually require quite different algorithms than
problems involving continuous variables and a differ-
entiable objective function. Accordingly, we provide
a taxonomy of SO problems, similar in many respects
to that provided in Barton and Meckesheimer (2006),
based on important and identifiable properties of the
feasible region, objective function and constraints. We
plan to use the taxonomy to classify problems in the
testbed.

In Figure 1 we first determine whether the set D con-
sists of categorical, integer-ordered, or continuous vari-
ables. Categorical variables are those that cannot be
ordered in an appropriate way, such as variables cor-
responding to a choice of queue discipline. Integer-
ordered variables usually represent a count of discrete
entities, such as agents in a call center. Continuous
variables take values in R. If a problem contains a mix
of variable types, then we classify it as categorical if it
has categorical variables, or integer-ordered otherwise.

Integer-ordered problems and continuous problems
are further classified as to whether they are constrained
(h is non null) or unconstrained. Continuous-variable
problems are also classified as to whether their objec-
tive function and constraint functions are known to be
smooth (continuously differentiable) or non-smooth. In
cases where it is not known whether the functions are
smooth or non-smooth, the problems are classified as
non-smooth.

4 MEASURING ALGORITHM PERFOR-
MANCE

The literature on simulation optimization is replete
with proofs of convergence of algorithms. Such proofs
are widely viewed as being an important feature of algo-
rithms: given enough computational effort, one would
hope that an algorithm converges to at least a locally
optimal solution. Unfortunately, it is often the case,
or perhaps usually the case, that the computational ef-
fort required to reach a point where such asymptotic
results are informative is too large to be practical. In
that case, the asymptotic results are not as useful as
one might hope. In order to compare algorithms on a
more appropriate time scale, it seems that we need to
evaluate their finite-time performance.

Finite-time performance evaluation of algorithms is
an important sub-topic that we address in this research.
We categorize our discussion of finite-time performance
measures according to whether a user (i) operates on
a fixed computational budget, or (ii) seeks a solution
that satisfies a specified tolerance criterion. Such a cat-
egorization brings forth several important questions for
which we have answers to varying extents at the present
time. For example,

(1) how do we measure the computational budget, es-
pecially considering the fact that the total compu-
tational burden placed on an algorithm comes from
potentially very different sources such as simula-
tion calls for objective function or constraint esti-
mates, simulation calls for gradient estimates, and
actual processor computation?

(2) what is an ideal way to depict the performance of
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Figure 1: A SO Problem Taxonomy

an algorithm for various computational budgets, as
reflected across users, and how do we compute this
depiction?

(3) what is a reasonable and computationally feasible
way of defining the tolerance criterion mentioned
in (ii)?

(4) how does one modify answers to (2) and (3) when
the constraints occurring in the SO problem have
to be estimated in addition to the objective func-
tion, thereby making the feasibility of the returned
solution uncertain?

(5) what ideal and estimable summary statistics best
illustrate the performance of an algorithm on a
testbed as opposed to a single problem?

(6) how can the summary statistics in (5) be used to
compare competing algorithms on a testbed?

5 PROBLEM SPECIFICATION

It is expected that a simulation-optimization problem
appearing in the testbed is specified through the follow-
ing characteristics:

(1) problem statement (in one of the recommended for-
mats);

(2) recommended parameter settings;

(3) recommended measurement of time;

(4) a method for obtaining a starting solution for al-
gorithms that require a single starting point, and
a method for generating a collection of starting so-
lutions for algorithms that require a family of so-
lutions, e.g., genetic algorithms;

(5) any information about the optimal solution(s);

(6) comments on any known structure in the problem;

(7) recommended parameters to be used when report-
ing algorithm performance.
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