
GPS events:  We noticed a number of major inconsistencies between railroad event locations and 

GPS reported locations, including several cars that only reported impossible GPS positions given 

the railroad events (ASSET_ID 386655 only reported in Danvers, MN in the Epping to Arco route 

data file). We also noticed that the GPS coordinates given were modified to match those of the 

nearest station. To aid with data processing, is it possible to add the raw GPS coordinates to the 

data as well as a transponder ID if it exists in the underlying data? We also noticed several cases 

where it appeared that multiple GPS transponders were linked to the same asset ID. 

→ Unfortunately, this is no additional data/information available related to the GPS 

transponders.  In most cases the equipment ID should be linked to a single GPS unit.  Each GPS 

location was associated by a software system to a "place name" - however as noted in the general 

instructions, these place names may be unreliable as they are typically the closest location by "air 

miles" in a GIS location table.  There will always be "noise" in data such as this, and one of the 

challenges is to figure out how to build a solution that can behave well despite the noise.  

 

 

 

All events:  Can you confirm that all times listed were shifted to be in the same time zone? We 

noticed what appeared to be consistent discrepancies between the GPS events and railroad events, 

though we did not fully analyze this. 

→ The times are listed in the local time zone in which the event occurred.  No attempt was made 

to standardize these times.  The GPS transponders rely on the cellular network to obtain their times 

and depending on the tower location you could see some differences in the time zone used between 

the transponders and the railroad reported locations.  Furthermore, one of the railroads is believed 

to use a single timezone (Eastern) for its entire network as it has only a relatively small amount of 

track in Central Time - however, this could present issues in areas such as Chicago.  The velocity 

of the railcars is pretty low, so we do not believe that the timezone factors should have a material 

impact on the ability to predict ETAs.  All of the lanes traverse at least two time zones, and some 

cross three. 

 

 

 

Constructive and actual placement:  When reading through the problem description, we noted that 

constructive placement events were given higher priority as compared to actual placement events 

when determining the actual arrival time. However, when looking though the header data files, we 

noticed that constructive placement events were never used for the arrival time. To validate this, 

we attempted to re-generate the header data. When doing so, we noticed that many train trips had 

constructive placement events before the actual placement event. However, these constructive 

placement events were at stations with rail yards that the train passed just before reaching its 

destination. For one of the first trains we considered, the total time spent in constructive placement 

was approximately 4 days. Thus, we inferred that the constructive placement event would have to 

occur at the destination station to be put into the header data. 

While we don’t have a clear solution on how to address this, we think it is clearly not within 

the scope of the problem to predict this 4 day constructive placement time outside the destination 

station. Maybe the actual arrival times at all subsequent stations could be adjusted by subtracting 

the total time spent in constructive placement to remove this impossible to predict waiting? 



→  A Constructive Placement (CP) is the effective end of a trip as it indicates that the customer is 

not prepared to take the train into its site.  For this reason, the train is stored at a nearby location, 

and the train effectively ends its trip at this nearby location.  From an ETA predication perspective, 

we will compare your prediction against the CP time if present, not a subsequent Actual Placement 

(AP) time.  I believe the header records should contain columns for the CP and the AP events, if 

this is not the case please let us know and we will ensure that we capture the CP events for the 

purpose of measuring ETA accuracy. 
 

 

 

When we are making predictions, will we be provided with data about the trip we are predicting 

up to the point at which we are making predictions? (i.e. if we are providing an ETA update for a 

train halfway through its trip, will we have all the standard check-in/GPS data for that trip up to 

that point?) Or are we making predictions based on a single sighting? 

→ "Yes" - You will get all of the sighting data up to the point where you are to make the prediction 

for each test case. 

 

 

 

Would you be able to provide us with a route map/configuration for the shipping lanes showing 

station-to-station sequence in the lanes (something it's reasonable for a railroad to have), or is that 

something we are expected to assemble ourselves? This data would ideally include a shapefile of 

the track used by the shippers, but a set of individual station name signs/junctions passed in 

sequence would also be useful. 

→ We do not currently have a network or route/map configuration for these shipments.  It should 

be noted that the GPS sightings will never exactly conform to any kind of route map.  Further, 

there will always be some inconsistencies and errors in the regular reporting process.  We derived 

the most common routes through an analysis of the data.  If you do so you could create a 

statistically based route profile for at least the most commonly used stations.  You should be able 

to readily order these by time and use an airline miles algorithm to approximate the distances 

between these points.  One must be careful to remove any "bad" lat/long values (which exist) as 

they will greatly increase the distances.  In our experience, you can use something like Google 

Maps to get a first order approximation of what the distances should be to cross check the route 

profiles that you derive from the data.  There are networks available, such as the one produced by 

Oak RIdge Labs, and some of these can be obtained for use with various GIS products.  They are 

generally only of moderate quality, and we do not believe using them would have a material impact 

on the quality of ETA predictions.  If you want a distance-based set of routing parameters, we 

strongly suggest you create your own route profiles as discussed above. 
 

 

 

 

1. On page 2, the problem description mentions that there are 2 or more railroad to reach destination. So, 

does it mean that we should focus the ETA problem in a railway network instead of single lines? 

By 2 or more railroads we mean that the shipment originates on one railroad, and terminates on a different 

railroad with a hand-off between the two railroads.  Specifically, the shipments between North Dakota and 



Philadelphia originate on the Union Pacific Railroad, and are turned over at Chicago for on-ward movement 

to Philadelphia on CSX Transportation.  The reverse moves start on CSX and terminate on Union Pacific.  

The other moves (between North Dakota and Washington State, and between Alberta and Illinois) are on a 

single railroad from origin to destination. 

 

 

2. Provided GPS data is not efficient to the prediction model, so some additional GPS information should 

be obtained by ourselves? 

That is a decision the entrants must make on their own.  No additional GPS information is available from 

the RAS Problem Solving Competition. 

 

 

3. The explanation of the concept “Net reduction” on page 3. 

We asked for two solutions, one that uses the GPS data and one that does not.  If the solution that uses the 

GPS data is more accurate, then there should be a lowered measured deviation in the predictions when 

compared to the actual arrival times.  Thus, the measures of accuracy in the two cases (using and not using 

the GPS data) will be different.  The difference in these accuracy measures between the two cases will 

indicate the amount by which the deviations were reduced between the two cases, which we refer to as the 

net reduction.  

 

 

4. The explanation of the abbreviation “CN” in the table of Sighting Event Data on page 9. 

A “carrier” is another term for a railroad company.  “CN” is a short hand code for the Canadian National 

Railway, and indicates that the event was reported by Canadian National.  Other entries in the data should 

include “UP” for Union Pacific Railroad, and “CSX” for CSX Transportation.   The GPS data is not reported 

by a railroad company, but instead comes through the cellular service provider, and thus these events do 

not have a railroad associated with them. 

 

 

5. Detailed explanation for the “traverse event” or visualization description can be provided? 

We could find no reference to a “traverse event.”  There is a statement that a shipment may “traverse more 

than one railroad.”  Traverse means to cross something (see dictionary), and in this case it means that the 

shipment travels on or crosses more than one railroad.  See response to question 1 above.  

 

 

6. The explanation of the sentence “In some cases large multi-car shipments may fall below the level of a 

unit train, but are still large enough that they receive special handling using a series of trains that may be 

carrying other traffic.” On page 1. 

From a practical perspective you should probably not worry about this statement.  Unit trains represent the 

movement of a large number of cars as a dedicated train from the shipment origin to the shipment 

destination, thus receiving expedited service.  Unit trains are generally in the range of 60 to 120 railcars in 

length.  In some cases we have shorter trains or groups of railcars being moved together (a multi-car 

shipment), that might fall below the size threshold for a unit train.  We are saying that in the data set we 

have provided, even if the number of railcars is below what you might expect for a unit train, it is likely 

that these railcars will be moved on an expedited basis with service at approximately the same level as the 

larger unit train shipments.  You will have to examine the data and come to your own conclusion as to 

whether this is actually the case.  

 



7. Whether the GPS signal is issued at equal intervals (6h)? 

No.  See the discussion of the causes for the issuance of GPS events on page 2 of the problem competition.  

You have to assume that the GPS events are somewhat random in nature.  Please also keep in mind that 

you may be able to group GPS events across multiple railcars on the same train to obtain a more robust 

dataset for the overall train.  Please also keep in mind the discussion on the accuracy of the GPS data and 

the potential for some geographic discrepancies between events associated with a single train.  

 

 

8. Are the ODs of the different lanes all at the network endpoints? 

Not sure of the relevance of this question.  In terms of the physical network, the origins and destinations 

are just stations along the various lines of much larger railway networks and not at end points.  The origins 

and destinations do represent the starting and ending points of the specific shipments included in the data 

set.  This is of course subject to the difference between an “Actual Placement” and a “Constructive 

Placement.” 

 

 

9. How should the fields CP_TIME and AP_TIME in the header data correspond to event X Y Z, and how 

should they be used in the case of mostly null values. 

As stated on page 14, a Y event is a constructive placement (“CP”) and a Z event is an actual placement 

(“AP”).  The CP_TIME and AP_TIME are provided for the convenience of the competition participants 

and represent the first occurrence of a Y or Z event for each shipment.  The X event represents the start of 

the shipment’s movement from its origin, and is unrelated in any way to the CP_TIME or AP_TIME.  In 

the case of nulls it means that this particular event type was not observed for the shipment.  There are likely 

many cases where there are no CP events.  There is a discussion of how to handle cases where various types 

of events are missing in the problem description on Page 7 in the “Start Time/End Time discussion. 

 

 

10. Whether to use only the "COMPLETE" data in the route data when constructing the road network 

structure correspondence. 

The exact methodology to be used is up to the participants and we can provide no advice in this regard.  

Please see the discussion on the existence of data errors and outlier shipments in the problem description.  

You cannot assume the data is wholly accurate. 

 

 

11. Whether to do feature selection when building prediction models. 

The exact methodology to be used is up to the participants and we can provide no advice in this regard. 

 

 

12. The explanation of the concept “Hours in transit to current time” on page 13. 

The model being described is a real-time model that takes the data reported to the current point in time for 

shipments “in transit” (meaning they are moving from origin to destination, but have not yet reached 

destination) and attempts to generate a predictive ETA.  “Hours in transit to the current time” means how 

long did it take for the shipment to go from its origin to its current location (which in the real-time context 

is the current moment in time).  Participants should consider that the information on page 13 is intended to 

just be an example of a possible approach and should endeavor to come to their own conclusions as to the 

best way to model the movements and generate predictive ETAs.  

 

 



13. How to understand the difference between the total travel distance and the total distance of O-D. 

As with the answer to 12 above, this model is looking at the shipment at a point in time while it travels from 

its origin to its destination.  The total travel distance is how far the shipment has moved from its origin to 

the current point in time, while the total distance of O-D is the how far the shipment will eventually move 

when its goes all of the way from its origin to its destination. 

 

 

14. Detailed description of the 11 influencing factors of the model, Should railcar be used as the minimum 

base unit. 

Participants will need to make their own decision with respect to how to model the movement of the 

shipments and generate ETAs.  Please read the problem description carefully with respect to the concept of 

unit trains.  Ultimately you are forecasting the arrival of the train, and the railcars that make it up. 

 

 

15. The explanation of the concept “interchanges” on page 13. 

When one railroad hands a shipment off to another railroad, this is called an “interchange.”  See answer to 

question 1 above with respect to the movement of shipments across more than one railroad. 

 

 

16. The explanation of the concept “passed” on page 13. 

To “pass” something is to go by it.  One a shipment has departed a location, it can be said to have “passed” 

that location. 

 

 

17. Does the railcar ID represent the order in the train. 

No – it is just a way to uniquely identify each railcar.  The order in the train is unknown. 

 

 

18. We find some abnormal event transition, such as W->A or W->P, which skips the X (pull) event. In 

these cases, should we use the time of W (released) event as the pull time? Or should we approximate the 

waiting time at the origin station? Or can we delete these abnormal items directly. 

The exact methodology to be used is up to the participants and we can provide no advice in this regard.  We 

caution the participants that there can be errors, missing events, and inconsistencies in the provided data.  

Part of this challenge is to figure out how to deal with these issues, making this an exercise in both real-

world data analytics and model building. 

 

 

19. For the Predictive Model Logic in the description, could we use the 11 mentioned items as the prediction 

features, or we should find features by ourselves? 

Yes, if that make sense.  As stated earlier, these are just intended to be examples and you should 

independently develop your model using whatever factors you decide are appropriate.  As stated before, 

the exact methodology to be used is up to the participants and we can provide no advice in this regard.   

 

 

20. What is the minimum prediction unit in this case? Should a car trip or a train trip can be used as the 

prediction unit? 

The exact methodology to be used is up to the participants and we can provide no advice in this regard.  

Ultimately you will be judged on your ability to forecast the arrival of entire trains. 


