
 
 

Human Factors and Ergonomics Society 
Comments on AI Principles for the Department of Defense  

 

On behalf of the Human Factors and Ergonomics Society (HFES), thank you for the 

opportunity to provide comments on the Defense Innovation Board’s Recommendations 

for Principles on Artificial Intelligence (AI).  HFES commends the Defense Innovation 

Board and the Department of Defense’s (DOD) efforts to develop principles around the 

use of AI.   

 

In order to support the Department’s broader goals, AI technology must be designed 

with a mind towards not only its potential benefits, but also its limitations.  Errors caused 

by actions or faulty advice from AI systems can put the lives of Service Members and 

civilians at risk and may even lead to unintended military engagements.  With so much at 

stake, it is imperative that DOD develop processes to ensure that systems can be used 

safely and effectively by Service Members, before AI is integrated more widely into 

DOD activities and operations.  These considerations are highly important for 

establishing effective approaches for designing and testing of such systems and for their 

successful use by America’s fighting forces.  

 

This topic is of great interest to HFES and more generally to those practicing human 

factors and ergonomics (HF/E).  AI has implications for how people interact with 

systems, with specific implications for system performance.  The science pertaining to 

the use of AI has been established over the past 40 years, with particular emphasis on 

human-automaton interaction (Bainbridge, 1983; Endsley, 2017; Endsley & Kiris, 1995; 

Kaber & Endsley, 2004; Lee & See, 2004; Onnasch, Wickens, Li, & Manzey, 2014; 

Parasuraman & Mouloua, 1996; Parasuraman & Riley, 1997; Sarter & Woods, 1995; 

Sheridan, 1992; Wickens & Kessel, 1979, 1980; Wiener & Curry, 1980). 

 

As the Department is developing AI for military applications, it is important for DOD 

leadership to understand what specific tasks are suitable for AI, and what steps must be 

taken for human operators to effectively interact with AI systems.  Specific 

recommended principles and issues to consider are described below. 

 

With this in mind, HFES recommends the following principles: 

1. Training: DOD should implement training to help Service Members better 

understand the functioning and limitations of AI systems they are working with 

and prevent errors resulting from overconfidence in AI. 

2. Learning Biases: AI training sets need to be carefully constructed to incorporate 

a wide range of possible situations, be tested for inadvertent biases, and develop 

methods to detect signs of possible enemy deceptions.  

3. Verification and Validation: DOD must develop and implement methods for 

validating the quality, generalizability, and limitations of AI systems, in order to 

ensure they are effective in DOD operations. 

4. Human Oversight: DOD autonomous systems involved in lethal actions should 

always be operated with humans in the loop, and DOD personnel should be 



trained and provided with the necessary situation awareness to take over manual 

control when needed.   

5. AI Advisory Systems: Advisory (decision support) systems need to provide 

transparency and explainability with regard to how the system made a decision 

and the factors considered, and confidence levels of pattern matches as well as 

other possible matches.  

6. Human-AI Interaction: DOD should incorporate HF/E guidelines in designing 

Human-AI Interfaces to support the situation awareness and trust of Service 

Members and to achieve effective overall performance. 

7. Testing: The operation of AI systems in conjunction with human users must be 

carefully tested to determine how it affects human situation awareness and 

decision making, and the ability of human users to detect and act in situations 

where the AI is unable to function appropriately. 

 

Training on AI Limitations & Functioning 
 

Recommendation 1: DOD should implement training to help Service Members 

better understand the functioning and limitations of AI systems they are working with and 

prevent errors resulting from overconfidence in AI. 

 

Modern approaches to AI focus on learning systems that develop appropriate 

responses (e.g. categorizations) associated with large data sets that it can be trained on.  

Key limitations exist for AI in recognizing cases that are outside of this data set or for 

cases in which the data presented to the system vary slightly from what they have been 

exposed to.  Due to this, AI tends to function well on the expected, but may respond 

poorly to the unexpected (e.g. novel behaviors by enemy combatants), or to variations in 

the environment that may exist due to the challenges of the natural world (e.g. weather 

effects, animals, or people behaving in unexpected ways).  

Even though they are trained on large data sets, AI systems have difficulty in 

recognizing cases that are outside of this data set or for cases in which the data presented 

to the system vary slightly from what they have been exposed to.  Further, as has been 

documented by Pearl and Mackenzie (Pearl & Mackenzie, 2018), AI operates based on 

pattern matching to learned cases, but possesses no working model of the world that will 

allow it to project beyond what it has already seen.   

To interact effectively with AI systems, personnel need explicit training to better 

understand these limitations for AI systems they are interacting with so that they can 

adopt appropriate expectations.  Further it is critical that personnel be trained to develop 

accurate mental models of the expected functionality of the systems so that they can 

interact with them appropriately, and that this training be kept up to date as AI systems 

learn and change. 

 

Learning Biases 
 

Recommendation 2: AI training sets need to be carefully constructed to incorporate 

a wide range of possible situations, be tested for inadvertent biases, and develop methods 

to detect signs of possible enemy deceptions. 



 

Because AI is formed on the basis of training data, it is highly possible for its 

behavior to become biased in unexpected ways.  If the training data is not broad enough 

to cover the wide range of possible events, for instance, it may become biased towards 

solutions that do not extend well to unseen data sets.  Further, it is not always known 

what features AI systems will focus on in making their matches.  Research has revealed a 

significant number of instances where AI inadvertently learned inappropriate gender and 

racial biases (Garcia, 2016; Miller, Katz, & Gans, 2018).  Key to the DOD is that AI 

learning biases could be subtly manipulated by foreign states to “train” U.S. AI towards 

false patterns as a means of deception and sabotage if the U.S. becomes reliant on AI for 

its information processing or software in critical systems (e.g. autonomy operating in 

ships, aircraft or unmanned systems) (Endsley & Jones, 2001). 

 

Verification and Validation 
 

Recommendation 3: DOD must develop and implement methods for validating the 

quality, generalizability, and limitations of AI systems, in order to ensure they are 

effective in DOD operations. 

 

The job of verifying and validating the performance of any learning system is 

significant.  “Traditional methods are based on requirements tracing and fail to address 

the complexities associated with autonomy software.  There are simply too many possible 

states and combination of states to be able to exhaustively test each one, and 

understanding where the boundary conditions are will be difficult.  The ability of the 

system to degrade gracefully and to support human-autonomy interaction will form an 

important aspect of successful autonomy implementation and will need to be expressly 

incorporated into validation testing.” (U. S. Air Force, 2015).  New methods for 

verification and validation of AI systems will be needed to support system certification 

processes that can handle continuous learning over time, and the need for explanations of 

such changes to flow to the personnel who will be called upon to use and interact with AI 

so that they can make appropriate decisions on its use (U. S. Air Force, 2015).  

 

Human Oversight & Interaction 
 

Recommendation 4: DOD autonomous systems involved in lethal actions should 

always be operated with humans in the loop, and DOD personnel should be trained and 

provided with the necessary situation awareness to take over manual control when 

needed.   

 

Due to the limitations of AI, there will be a need for DOD personnel to oversee the 

operation of AI systems, to intervene when appropriate, and to interact with these 

systems to carry out their duties.  AI cannot do its job alone, nor can this need be 

obviated by assuming that the AI technology will get better.  This is summarized by the 

automation conundrum: “The more automation is added to a system, and the more 

reliable and robust that automation is, the less likely that human operators overseeing 

the automation will be aware of critical information and able to take over manual control 



when needed.” (Endsley, 2017)  Technical systems that have neglected the importance of 

the human in operating and interacting with automated systems have been found to have 

significant problems associated with loss of situation awareness and engagement, high 

workload, loss of trust, and poor mental models that have led to an inability of the human 

to understand what the AI system is doing and to take over manual control when needed 

(U. S. Air Force, 2015).  It will be critical that any lethal action continue to involve 

human decision making and allow the ability for humans to override, and that training 

and tools to support the situation awareness needed to be effective in that process be 

provided. 

 

AI Advisory Systems 
 

Recommendation 5: Advisory (decision support) systems need to provide 

transparency and explainability with regard to how the system made a decision and the 

factors considered, and confidence levels of pattern matches as well as other possible 

matches.  

 

Even AI systems that are meant to be only advisory to the human decision maker 

have been found to be problematic due to a decision biasing effect (Crocoll & Coury, 

1990; Endsley, Bolte, & Jones, 2003; Lorenz, Di Nocera, Rottger, & Parasuraman, 2002; 

Reichenbach, Onnasch, & Manzey, 2011; Sarter & Schroeder, 2001).  When the advisory 

system is correct, people are more likely to make a correct decision; however, when it is 

incorrect they perform worse than if they had received no decision advice at all (Layton, 

Smith, & McCoy, 1994; Olson & Sarter, 1999), a situation that is worse with more 

reliable automation (Metzger & Parasuraman, 2005; Rovira, McGarry, & Parasuraman, 

2007).  People may also be slowed down by the provision of decision advice in that they 

need to act to compare the system’s recommendation to other information to decide 

whether or not to agree with it (Endsley & Kiris, 1994).  While many factors will 

influence whether AI performs better than humans or vice-versa in any given situation, 

including the competence and experience of the individual and the capability of an AI 

system, the fact that these two entities are not truly independent must be considered as a 

limiting factor on joint performance.  Effective employment of AI systems requires that 

careful consideration is given to the interaction of the human operator with AI, and that 

the needed capability and footholds for effective human-AI interaction are built into the 

systems’ interface.   

 

Human-AI Interaction   
 

Recommendation 6: DOD should incorporate HF/E guidelines in designing Human-

AI Interfaces to support the situation awareness and trust of Service Members and to 

achieve effective overall performance. 

 

An effective design of the automation interface can significantly aid in both directly 

improving situation awareness of automation and the system, as well as improve the level 

of trust in the automation and the appropriate calibration of that trust.  This includes (1) 

the degree to which it effectively presents the needed information for decision making; 



(2) the salience of cues associated with the state of an AI system, including modes, and 

system boundary conditions; (3) support for mode transitions, including that needed to 

engage the AI system and to detect and respond to unexpected transitions to manual 

operation; and (4) the transparency of the AI system for providing understandability of its 

actions and predictability of future actions (Endsley, 2017).  Issues such as the framing of 

recommendations and the presentation of system confidence levels have been found to 

have significant effects on human performance with AI systems (Aretz, Guardino, 

Porterfield, & McClain, 1986; Crocoll & Coury, 1990; Endsley & Kiris, 1994; Selcon, 

1990).  

 

Increases in the use of AI will make it increasingly important that attention is paid to 

the design of the human-AI interface via the application of human-AI guidelines 

(Endsley, 2017) coupled with careful testing to show that human operators fully 

understand what an AI system is doing, what it is projected to do in the near future, and 

the limits of its boundaries for successful performance.  This can be accomplished 

through interfaces with high levels of system transparency, providing both 

understandability and predictability of the system, along with the appropriate use of 

salient features to support operator understanding of key states and mode transitions.  

Information that is critical for understanding system reliability (e.g. how well it is 

functioning, its confidence level in fused information, or system assessments), as well as 

its robustness (meaning its ability to handle current and upcoming situations), needs to be 

made readily transparent to the human operator.   

 

Testing 
 

Recommendation 7: The operation of AI systems in conjunction with human users must 

be carefully tested to determine how it affects human situation awareness and decision 

making, and the ability of human users to detect and act in situations where the AI is 

unable to function appropriately. 

 

In addition to the verification and validation software testing that AI will invariably 

be subjected to, careful testing of the AI system in combination with human users must 

be instituted.  This testing is important for ensuring that the human-AI interface is 

sufficient for supplying the needed situation awareness for appropriate operation with an 

AI system, both when it is operating effectively and when it is in boundary conditions.   

Testing should include not only expected conditions, but also a wide variety of edge 

cases at the boundaries of expected operations.  

 

Conclusion 
 

HFES’s recommendations will help DOD ensure that AI systems can be used safely 

and effectively by DOD Service Members.  These recommendations should be 

incorporated early on, as it will be difficult to implement changes once DOD has widely 

integrated AI into military systems.  The Department has noted that AI can improve 

operations and even help prevent civilian casualties in combat situations.  Designing AI 



systems with the human in mind can help prevent mistakes that unnecessarily put 

civilians and Service Members at risk and can help DOD achieve the promise of AI.   

 

Thank you again for the opportunity to provide comments.  Please do not hesitate to 

contact HFES should you require additional information. 

 

About HFES:  
 

With over 4,600 members, HFES is the world’s largest nonprofit association for 

human factors and ergonomics (HF/E) professionals.  HFES members include 

psychologists and other scientists, designers, and engineers, including researchers, 

practitioners, and federal agency officials, all of whom have a common interest in 

working to develop safe, effective, and practical human use of technology, particularly in 

challenging settings.  HFES has a particularly strong expertise in research into human-

artificial intelligence (AI) interactions. 
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